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1. LDAP Protocol Specification and vendor implementations

1.1 If the vendor’s product makes use of the LDAP protocol, the vendor should state the version of the protocol used.

1.2 Vendors should use version 3 of the LDAP protocol. If this is not possible, they should state where they rely on version 2 dependent features.

1.3 Vendors should state the LDAP server implementations for which they’ve tested interoperability. This list should include the iPlanet Directory Server or SunONE Directory Server series.

1.4 If the application makes use of vendor-specific features or extensions, these features and extensions should be noted in the RFP response.

1.5 If there are officially supported LDAP server configurations, those should be noted in the RFP response.

1.5.1 If the use of an LDAP server configuration other than what’s officially supported by the vendor will impact the support available to the application support staff, these implications should be made clear in the RFP response.

2. Schema and Data Interaction with LDAP Directory

2.1 The vendor should detail the attributes that they expect to be populated in the directory, and should explain how those attributes are used.

2.2 The vendor should detail the schema that they will add to the directory, and should describe how this data is used by the application.

2.3 The vendor should comply with RFC definitions for commonly understood directory attributes, and should never use an RFC-defined attribute for something other than its defined purpose.

2.4 If an application does use RFC-defined schema counter to it’s definition or in a manner that is more specific than it’s definition, the application should be configurable to use a custom attribute that we define for that purpose.

2.5 If a vendor defines custom objectclasses, the objectclasses should be auxiliary rather than structural.

2.6 If a vendor defines custom objectclasses, the objectclasses should contain only the new attributes defined by the vendor. The vendor should never include RFC-defined schema in a custom objectclass definition.

2.7 If a vendor defines custom objectclasses, the attributes included in the custom objectclasses should be defined as ‘allowed’, rather than ‘required’. The vendor should make every possible effort to define attributes as ‘required’ by a given objectclass.

3. Interacting with the directory

3.1 Binding to the directory

3.1.1 The application should not rely on anonymous binds to interact with the directory. The application should instead be able to use an application account to interact with the directory.

3.1.2 The application should be able to bind using LDAP simple bind or LDAP simple bind over SSL (using locally defined certificates). We’d also like the application to be able to authenticate via client certificates, and to be able to do a simple bind over SSL after presenting a client certificate during the SSL connection setup.

3.2 Permissions

3.2.1 The application should not require superuser access to the directory for installation or operation.

3.2.2 The vendor should state clearly what directory permissions are required for operation of the application.

3.3 Searching
3.3.1 Applications should consider scale in their searches, and should not rely on search strategies that will not function against directories that contain hundreds of thousands of users. Wildcard searches that could potentially match thousands of users should be avoided.

3.3.2 Vendors should describe the types of searches that will be performed against the directory so that appropriate indexing can be done to support the application’s needs.

3.3.3 Applications should not make any presumptions about the formation of an LDAP object’s distinguished name. In particular, the application should never assume that it can calculate an object’s distinguished name and then reference that object directly. The application should always search for the object and then retrieve the object’s distinguished name, handing it as an opaque string.

3.3.4 Applications should not depend on the ability to query for an unrestricted number of objects. If applications need to query for a large number of entries, they should use paged results or similar techniques for extracting the information from the directory.

3.4 Storing information in the directory
3.4.1 Applications should not depend on the ability to write to RFC-defined attributes. If the application writes to an RFC-defined attribute by default, it should be configurable to point to a custom attribute that we define for this purpose.

3.4.2 The vendor should provide some information about size and update frequency of data that will be added to the directory.

3.4.3 The vendor should require information about indexing required to support the data added to the directory.

3.5 Manipulating Objects
3.5.1 The application should not attempt to provision or delete user objects in the LDAP directory.

3.5.2 If the application does attempt to provision or delete user objects in the directory, the vendor should provide preprocessing and postprocessing hooks so that we can execute appropriate business rules.

3.5.3 The application should not present the user with a password change option that backends to the directory without providing a mechanism by which that password change functionality can be disabled or redirected to another location.

4. Connection Pooling
4.1 Applications that make use of connection pooling should provide parameters by which the characteristics of this pool can be modified. Tunable pool characteristics should include the number of connections in the pool, the duration (idle and otherwise) of each connection, recycling behavior, etc.

4.2 Applications that make use of connection pooling should be able to tolerate inactivity timeouts enforced by directory servers or switching / caching devices in the network path.

4.3 Applications should be able to recognize and discard stale connections in the connection pool without triggering any faults, errors, or ill effects in the application.

4.4 Applications that require large connection pools (greater than 100 connections) should provide a mechanism for limiting the rate at which new connections are allocated.

4.5 Applications that do connection pooling should be able to initiate connections through a layer 4 load balancer, and should be able having connections to different LDAP servers in the pool.

4.6 Applications that do connection pooling should be able to handle some connections in the pool being to a read-only consumer LDAP server, and others being to a read-write supplier LDAP server.

5. Authenticating Users

5.1 Applications that use the directory to authenticate users should not presume that the username exists in the ‘uid’ or ‘cn’ attribute. The attribute containing the username should be customizable.

5.2 The application should not presume that the username is the relative distinguished name. The application should not presume that the username exists in the distinguished name at all.

5.3 The application should always authenticate the user by first searching for the user by username, then extracting the distinguished name from the object found and using that distinguished name to bind to the directory.

5.4 The application should not depend on anonymous access to authenticate users, but should be able to use an application account to do the search described above.

6. Failover & Fault Tolerance Considerations

6.1 Applications should be able to function properly when connected to read-only (consumer) replicas. Applications that need to write should correctly handle LDAP referral messages from consumer to supplier.

6.2 Applications should be able to work with a layer 4 load balancer.

6.3 Applications should be able to fail over from one LDAP server to another, either through the use of an external load balancer or natively through software, without causing application faults or problems.

6.4 Applications should be able to gracefully handle loss of connectivity to individual LDAP servers in a cluster.

7. Performance Considerations

7.1 Vendors should provide a mechanism for calculating the load (both read and write) that will be placed on a directory server.

7.2 When vendor provides sizing and scaling information for the application, that sizing and scaling information should include an assessment of possible directory impact as well.

